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ONLINE APPENDIX 

This memo documents two prediction tests that serve as additional empirical evaluation of the 

influence of urban population growth for explaining (and forecasting) levels of urban social 

disorder. Contact Halvard Buhaug (halvard@prio.no) for further details. 

 

Within-sample prediction of disorder events 

We conducted two sets of tests to evaluate the performance of two of our main models (1b and 

2a) in the article. The first test is a simple comparison of within-sample predictions of disorder 

for models with and without city population growth, based on the full sample of 55 cities from 

1960 to 2006. The results are visualized in Figure A1. The left panel plots the estimated 

frequency of disorder events by city year based on linear predictions from Model 1b against a 

similar model without city population growth. For all practical purposes, these predictions are 

identical, meaning that population growth adds virtually nothing to the model’s fit. A similar 

picture emerges in the right panel, which displays predicted risk of at least one lethal disorder in 

city year based on Model 2a against a similar model that does not control for population growth.  

 

Figure A1. Scatter plots of within-sample predictions of urban social disorder 

 

Out-of-sample prediction of deadly disorder  

The second part is an assessment of our model’s ability to predict lethal disorder events out of 

sample, and the contributing explanatory power of city population growth. This assessment was 

conducted in two stages. First, we re-estimated Model 2a on a slightly reduced time period, 

1960–96. Based on parameter coefficients from this regression and known values on the 

predictors for the final year of observation (1996) we calculated aggregated city-specific 

disorder risks for the subsequent decade by 
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P1997–2006 = 1–(1–P1996)10. 

We then estimated a similar model without city population growth and calculated 

corresponding 10-year risk estimates of deadly disorder. Figure A2 visualizes the association 

between these predictions and effectively demonstrates the feeble impact of population growth 

in this model. 

 

Figure A2. Scatter plot of out-of-sample predictions, 1997–2006 

 

To offer a more proper assessment of the model’s overall predictive power, we next converted 

the continuous prediction scores from Model 2a (horizontal axis in Figure A2) into two 

alternative binary indicators, using the 75th percentile value (P1997–2006 = 0.31) and the 50th 

percentile value (P1997–2006 = 0.24) as respective thresholds between predicted no lethal disorder 

and disorder. The binary predictions were then compared to observed lethal disorder among the 

55 cities, 1997–2006. As shown in the left panel of Table A1, using the highest cut-off value 

returns no false positives; all 14 cities predicted by our model to host lethal disorder were true 

predictions. However, since the majority of the sample saw deadly violent events in the 

prediction period, the model inevitably returns a considerable portion of false negatives. 

Lowering the threshold increases the number of cities with predicted disorder events. Using the 

median as the threshold, meaning that the model estimates half of the sample to see deadly 

disorder within the subsequent decade, the model still obtains a very acceptable 89% accuracy 

for the positive predictions (right panel). 
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Table A1. Out-of-sample prediction for Model 2a, 1997–2006 

  Predicted 
disorder 

Predicted 
disorder 

  No Yes No Yes 
Observed No 10 0 8 3 
disorder Yes 31 14 20 24 
Accuracy  27% 100% 29% 89% 
Note: Left panel uses 75th percentile prediction value as cut-off value; the right panel uses the 
median prediction score as the threshold. N = 55 
 

Lastly, we estimated a receiver operator characteristic (ROC) plot that visualizes the rate of true 

positives against false positives for all possible threshold values (see Ward, Greenhill, and Bakke 

2010). Figure A3 reveals two things: First, it is (again) clear that city population growth 

contributes very little to the model’s out-of-sample performance. Second, our model apparently 

does not behave as well as benchmark civil war models (AUC < 0.6). It might be that the 

widespread nature of urban social disorder makes such events less predictable than major 

armed conflict. However, we should also bear in mind that our sample of cities represents 

mostly developing countries, which implies less variation on the explanatory variables and 

exclusion of major cities that presumably have lower levels of social disturbance on average 

(e.g., in Western Europe and North America) – recent upheavals in response to the financial 

crisis notwithstanding. While improving our ability to predict future urban unrest remains a 

crucial challenge, we have no reason to believe that the non-result for city population growth – 

the prime focus of our article – is a biased inference resulting from model underspecification or 

sample selection bias. 

 

Figure A3. ROC plot of out-of-sample predictions, 1997–2006 
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